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EXECUTIVE SUMMARY  
 
Exchanging information between computer systems is a recurring obstacle to the efficient 
operation of business processes. Because of the way computer systems have evolved 
over time, managing “interfaces” between applications consumes a great deal of the IT 
budget. Mapping fields is relatively easy to do and moving data physically is not much of a 
challenge, but that is only half the job. Making data usable for the destination system is 
much more complicated.  
 
The discordance and semantic mismatch in data between even closely-related systems is 
an endemic problem. These issues are serious enough even in intra-organizational 
processes, but the rapid and continuing externalization of business as a result of the 
Internet and the capabilities and standards it spawned is causing the “interface” issue to 
be a potential breaking point.  
 
Existing data cleansing and integration tools cannot scale to the volumes and service 
levels needed because their algorithms are based on the structure of the data, not its 
semantics (meaning). Most of these tools operate on a pattern-based or syntactic level – 
so whatever meaning is needed to perform the transformation has to be supplied by the 
developer. Neither are they competent enough to perform the needed translations without 
a great deal of handwork and maintenance, consuming the two scarcest resources of all – 
time and competent people.  
 
Service-Oriented Architectures will exacerbate the situation by further abstracting data 
from its source application as well as its source data structure (a relational database, for 
example). Services should describe their data through XML or a specialized variant, but an 
XML document can only describe its data, it can’t assure its quality.  
 
Into this breach steps a (relatively) new set of technologies that promises to provide much 
needed relief. Semantic Integration is a set of technologies drawn from Artificial 
Intelligence, Linguistics and Knowledge Management designed to help make sense of 
complex enterprise information and allow improved integration between systems. There 
are many approaches to ‘semantics,’ and many of them are still limited to academia. This 
paper will focus on a real-world, practical approach to using semantic-based techniques to 
identify the detailed understanding of data at the record level so that it can be 
standardized, localized and enriched and ultimately made usable for business.  
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THE PROBLEM 
 
It is a well-documented fact that the volume of data being captured and stored by 
businesses and organizations is increasing at a dizzying pace. A report by IDC1 said sales 
of storage devices grew a record 12.5 percent in the third-quarter of 2005 from the year-
ago quarter to $3.9 billion. But that 12.5% masked the true growth, as the cost per unit of 
storage continued to fall. In fact, disk storage petabytes grew 58 percent year over year, 
totaling 505 petabytes.  
 
Many explanations for this increased volume are offered, such as the expansion in the use 
of email, RFID (radio frequency identification) tracking and even increased care and effort 
as a result of regulations like Sarbanes-Oxley. But in truth, only RFID is capable of 
generating the amount of data that would be noticed, and very few organizations have 
implemented RFID technology.  
 

Externalization of Business 
Why is the amount of data growing so rapidly? The answer lies in the phenomenon that 
was written off (prematurely) after the dotcom bust – the externalization of business as a 
result of the Internet. Before the Internet, networking between businesses was the 
preserve of organizations that could afford proprietary networks and EDI projects, and it 
was very expensive. That has all changed, and the Internet has enabled the speed of 
business to increase dramatically. The cost for conducting business this way has likewise 
fallen and, of course, the reach of connected business is virtually limitless. Combined, 
these factors allow even the smallest organizations to participate, greatly increasing not 
only the volume of data, but the disparity of it. The result is an explosion in the number of 
sources, languages, and classification schemes well in advance of any agreement on 
ways to standardize. It is not the inability to move or map this data that interferes with 
smoothly processing this deluge, it is the lack of understanding that renders it unusable. 
 
Business-to-business transactions before the Internet were orderly processes, typically 
designed around a one-to-one relationship where both partners understood the shared 
handshake, or a one-to-many relationship, where one partner was in control of the process 
and the other players had to conform to the structure and controls set down. In today’s 
connected businesses, many-to-many relationships rule where the standards belong to 
everyone, and no one.  
 
Even when your externalized processes are more or less in sync, you may still have to 
integrate incoming data with your own legacy systems. In addition, new issues and 
opportunities can arise spontaneously that call for receiving data from your partners’ 
legacy systems, and there isn’t time to standardize the data interchange. A new business 
opportunity, a joint-venture, a new market, a new country: How can that be handled? For 
example, suppose a partner wishes to shift sourcing to Asia, where their operation uses 
Baan instead of SAP, or even a locally-developed package?  
 
In an information economy, data has value, but what kind of value? Consider data as corn 
– harvest 100-125 bushels an acre, provided there is enough rain (and not too much), sell 

                                                
1 http://www.internetnews.com/storage/print.php/3568046  
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it for $2.00/bushel. Compare that with a box of corn cereal, which may sell for more than 
$4.00, yet the cost to the manufacturer of the corn in it is less than twenty cents. Ripe corn 
in a usable form has high value. All of this roaring data is exactly the same. Consider clean 
data, captured and ready to perform at its fullest, like a fresh box of corn cereal, 
undamaged on the grocer’s shelf, ready for sale. Now it has real economic value. 
 
So what is the point of this corny analogy? Somehow, missing from the discussions about 
the deluge of data, which focus on throughput, bandwidth, storage systems and other 
technology issues, is how will you be able to accept all of this data and make it usable. 
Information has economic value only when it’s usable and digestible by all the systems, 
applications and users who need it. Conversely, data that is not in this usable form leaves 
enterprise systems undernourished and hungry for better data – the data they were 
designed to use. 
 

SOA Takes It Up Another Notch 
What is even more interesting is that the best is yet to come. As organizations ramp up 
Web Services-based Service Oriented Architectures, data will become completely 
abstracted from not only its applications, but even from its structure.  
 
For example, a loosely coupled service providing date-stamped data of some kind may 
retrieve records from a relational database, where the dates are instances in an attribute 
of a type DATE, but the requesting application may not receive that information, it may 
only receive a string of the form “06-09-2004.” How would this be recognized as a date 
and if it were, how would be interpreted – as the ninth of June or the sixth of September?  
 
Many “services” that will be put into place, at least initially, will be wrapped versions of 
existing legacy systems, many of which apply very loose control over data quality. This 
has been a recurring problem for data warehousing for two decades. In addition, even 
more recent packaged applications often contain free-form text fields which are pressed 
into service to devise additional functionality not provided by the systems. Understanding 
data from these fields requires “parsing” them first to find the underlying attributes, 
something most syntax-based data integration tools cannot do effectively.  
 
Because there are usually no data quality measures in place when it is created, a range of 
errors can be encountered, from coding errors to key mismatch, duplication, and other 
issues. Data quality standards on free-form fields are not practical. Widely adopted 
standards like XML and industry-specific taxonomies are useful to a point, but they cannot 
ensure variances due to data coding do not occur and they certainly do not guarantee 
shared understanding. 
 

Data Integration and XML 
Is your organization prepared to digest and clean up, say, 25 million records a day from 
different sources? One common misconception is that a self-describing format like XML 
provides such a clean way to transport data that these problems are avoided.. 
Unfortunately, this is not the case. XML describes the way the data should be transmitted, 
but if the data is missing or miscoded, it doesn’t enforce it. A great deal of XML traffic 
today is incorrect and requires time-consuming checking and repair, or rejection. While 
XML was a huge leap forward and is powering a revolution in the way computer-based 
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interactions are conducted, it still is just a format specification - it does not mandate, 
enforce or even assist with context-based understanding of the actual content.  
 
One way XML provides information about the data is through relationships, such as the 
nested hierarchy. Though this is useful, it is extremely limited. After all, an element can be 
partially related to another, or weakly related, or even belong to more than one hierarchy. 
This information would have to be described through the data itself, not the XML 
document. Consider this simple example: 
 

<Publication> 
 <Title>Pr eci se Semant i c  I dent i f i cat i on</Title> 
 <Published>Techni cal  Repor t </Published> 
 <Institution>Uni ver s i t y  Dat abase Gr oup</Institution> 
 <Location> 
   <City>Boul der </City> 
   <State>Col or ado</State> 
   </Location> 
 </Publication> 

 
In the example above, the tag <State> is related to the tag <Location>, but <City> and 
<State> are independent of each other. In addition, there is no control within XML itself 
enforcing a standard for the spelling the name of the state or using an approved 
abbreviation. The application that creates the XML document must enforce that and the 
systems receiving the data must understand it in the same way. As difficult as this can be 
for name and address information, there are some fairly well understood standards and 
conventions for dealing with them (for example, it is not hard to define the list of valid 
‘state’ codes, or build a list of valid US cities correlated to ZIP-codes).  
 
Now imagine how hard this problem becomes with more complex and variable data such 
as product data where there are more variables and fewer standards. For example: 
 

<Product> 
 <Description>Pi l ot  Ful l - St r i p Desk St apl er ,  Reaches 3- 3/ 8" ,  
   210 Capaci t y ,  Chr ome Fi ni sh</Description> 
 <Classification> </Classification> 
 <Capacity> </Capacity> 
 <Color> </Color> 
 <Manufacturer> </Manufacturer> 
 </Product> 

 
All the required attributes are embedded in the description, but not populated in the 
attribute tags. Most likely the sending application knew the format requirements of the tag 
structure but did not have the information to populate the attributes. Unfortunately this is 
an extremely common occurrence. A common workaround is to develop some custom 
code to disentangle the information and enrich the product record – but there are too many 
permutations within the record, as well as the 50 other staplers in the catalog and the 
other 50,000 other items of product supplies. XML does not solve this problem, even with 
custom code. There are only two alternatives: 
 

1. Employ expensive and time-consuming manual methods to inspect and re-code all 
non-standardized inputs 



Semantic Integration: Tapping the Full Potential of Enterprise Data 

© 2005 by Hired Brains, Inc., 2620 Glendessary Lane, Santa Barbara, CA 93105. Phone: 805-687-1395. 
Email: nraden@hiredbrains.com. All rights reserved. No portion of this report may be reproduced or stored in 
any form without prior written permission. 

2. Use a computer-based system that is capable of applying semantic (linguistic) 
algorithms to samples of the data and is capable of learning from minimal input 
from a human expert 

 
As we learn to better ‘externalize the business’ some of these problems may mitigate over 
time, but for now and the immediate future we are having to adapt the systems and data 
we have. The systems are old and inflexible and the data is inconsistent and just as 
inflexible. We are wrapping legacy systems in as SOA services to allow them to participate 
in this new enterprise Glasnost, but what are we really doing to make the data of the 
enterprise more flexible and ultimately more usable? 
 

The Solution is Semantics 
Loosely coupled, asynchronous, on-demand processing, running 24/7 from one end of the 
world to the other not only generates endless amounts of data; it raises the bar for 
processing speed and accuracy. Missed opportunities can happen in an instant. Errors 
can reverberate across hundreds or even thousands of invoked services. Capturing data 
flowing this fast is very different from a bear catching exhausted salmon swimming 
upstream to spawn. When it comes to data, even small differences can have major 
consequences and a high degree of assurance is needed before it can be “consumed. To 
a bear, it’s just dinner.  
 
Existing data integration techniques lack both scalability and functional reach. They exist 
primarily to move data from one point to another, and to apply varying levels of 
transformation, aggregation and integration to it. Internally, the transformations are either 
via table lookups or some form of pattern-matching. In both cases, capturing data in flight 
and understanding it in context is beyond their capabilities. To do that requires a different 
kind of technology – semantics. 
 

SEMANTIC INTEGRATION TECHNOLOGY 
 
Semantic technology is, roughly, the application of tools and algorithms to identify the 
understanding of the meaning of things.  
 
All semantic approaches are applied models derived from a wide variety of fields such as 
linguistics, artificial intelligence, knowledge management, directed graph theory and some 
very specific computing disciplines. Clearly, computers cannot reason as we understand it, 
and they cannot “learn” in a cognitive way. But the accumulated efforts of many brilliant 
people have spawned a new branch of computer science that is a reasonable facsimile of 
reasoning and learning, provided it isn’t construed to be more than it is, or promoted to do 
more than it does. This is the fatal mistake made in the ‘80s and ‘90s with Artificial 
Intelligence, from which it has yet to fully recover. 
 
Semantics is about the meaning of things in context, not just the definition, which is a sort 
of inside joke when you consider that the above statement is a definition, but still doesn’t 
convey much of the meaning of semantics.  
 
For example, what is the definition of Neil Armstrong’s walk on the moon? It happened 
sometime in July of 1969, at some location on the moon, for a duration of a certain number 
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of minutes, etc. But the meaning of that walk was that for the first time a human being 
stepped onto another planet and survived. The true meaning of that is how it affected 
people and how it has affected technology and civilization since. In other words, how it 
relates to other people and things. Meaning is found in context and context is the set of 
relations between things.  
 
Syntax is the formal structure of letters, symbols, words, grammars and sentences. It is 
possible to check the syntax of something without understanding its meaning. I can say, 
“The Verrazano Bridge eats capacitors for conference,” and the syntax is perfect, but if I 
understand the meaning of terms, I know that a bridge doesn’t eat anything, unless the 
phrase is metaphorical, but surely the phrase “eats X for Y” makes no sense at all in 
context with those words substituted. That is an essential difference between syntax-
based and semantics-based integration technologies. Semantics-based integration 
technology finds the meaning in context and remembers what it’s learned. 
 
A simple way to look at semantic techniques is that they take a more holistic approach to 
understanding things. It may not be easy to figure out what “efi” means on its own, but in 
combination with “2835cc 220hp efi,” semantic techniques can figure out (infer) that the 
string describes an engine (numeric cc and hp together) and efi is probably “electronic fuel 
injection.” Another example is “ATM 1.5mbps.” ATM could mean a form of high speed 
communications network or it could mean Automated Teller Machine. Only a semantic tool 
– or a human expert – could deduce that “mbps” is a data communication speed and 
figure out the meaning of ATM in this context. Pattern matching systems are not capable 
of decoding data from context. Or another example (which anyone who ever lived in New 
York City would know): “2BR 2BA p/w, wbf, dw,” and so forth. A great deal of data that is 
flowing from new data sources is not neatly modeled and range checked upon entry. 
Wherever there is a communication, the sender and receiver must share exactly the same 
context to interpret meaning. In point of fact, the New York apartment is in a pre-war 
(WWII) building, has a wood-burning fireplace and a dishwasher. It is reasonable to 
assume that many readers would not be able to make that connection.  
 
As businesses “externalize” and deal with ever more data sources, the need to automate 
the discovery of context and meaning becomes ever more pressing. 
 

The Semantic Web and Ontology 
The Semantic Web is getting a great deal of attention due to the adoption of standards for 
it by the W3C, the consortium that also manages the standards for Web Services. The 
term “Semantic Web” was coined by Tim Berners-Lee, who was instrumental in the 
development of what we now know as the World Wide Web (or just the Web). His idea 
was that, rather than being a collection of pages (URLs) that can be viewed, the Web 
could be considered a giant database, but since it is so large, finding things is a problem.  
 
Search engines are useful for finding lists of things based on searches that are mostly 
keyword-based, but to really make the Web useful as a data source, there had to be a way 
to capture the meaning of the multitude of resources so that things could be found 
conceptually, not just structurally. “Tagging” web pages was the proposed solution, but 
given the vastness of the Web, how would searching based on tags be any better than 
keywords? The answer was the use of ontology. 
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Ontology is not the sort of word that people warm up to right away, but it has a fairly 
simple application in semantics. It captures the meaning of things by defining them and 
showing their relationships to other things. These relationships can be approximated by 
considering the distance, weight and angle between endpoints on a directed graph. In 
other words, meaning is reduced to a model using graph theory. It isn’t necessary to 
understand this in any great detail. The only thing that is important is to evaluate how 
useful it is for solving problems. 
 
One big problem with the Semantic Web is who is going to tag the entire web? And in any 
case, businesses still rely on data in databases and who is going to tag all of that? 
Ultimately, the greatest practical application of the Semantic Web may be the tools 
developed and lessons learned from its construction, long before the Semantic Web itself 
is a working reality.  
 

APPROACHES TO USING SEMANTICS 
 
Best practices for pattern-matching technology today involves fairly rigid, exhaustive 
conversion regimens, such as lookup tables and attempts to enforce master data 
standards. These approaches can work behind the firewall, where the process can be 
controlled, but beyond it, their results are limited. But getting started with semantics 
requires building taxonomies and tagging everything first, at least that is the common 
perception. In actuality, there are some alternatives. 
 

Top-down versus bottom-up 
There are two schools of thought about how to approach semantics, top-down and bottom-
up, but there are some significant variations in one of them. The first approach is a top-
down strategy where people with domain expertise begin tagging the things they 
understand according to a rigid taxonomy2. Over time, perhaps a great deal of time, major 
portions of the domain are tagged. Fortunately semantic tools do not have to have 
complete information to be useful, so some value is derived immediately.  
 
The first-and-a-half strategy is to be more flexible and let everyone tag whatever they like, 
with the assumption that the weight of tags will always lean towards correctness and 
crowd out incorrect, imprecise and even malicious taggers. Some refer to this as “paving 
the cowpaths,” meaning, why build new sidewalks when you can just pave what is already 
there. A variant of this approach is gathering tags like book reviews made over time by the 
general public. There is even a name for this approach: folksonomies 
 
The other alternative is a bottom-up approach. What if ontologies and other semantic 
information could be identified or discovered by computers by examining item-level data? 
Then we could interpret complex information on-the-fly without the need for pre-tagged 
information. We could build the collection of semantic discoveries as we go. Of course the 
real trick here is how to make the computer ‘smart’ enough to identify and interpret 
semantic patterns in what can be very cryptic data. The good news is that in addition to a 

                                                
2 Tagging is a loose term, which originated with the tags of mark-up languages like HTML and XML. 
Tagging for semantic information may not be in tags at all, it can be represented internally in many 
different ways.  
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body of (mostly academic) knowledge on ‘semantics’ there is also is also a new generation 
of thought on advanced learning theory and interface design. The convergence of these 
disciplines allows human experts to quickly ‘teach’ a system to understand a domain of 
knowledge. This capability has advanced to the point where the learning from even a small 
sample of the domain can be extrapolated to the whole domain with excellent results. 
Performing with less than perfect knowledge and using context to deduce an answer are 
key differentiators in the semantic technology field.  
 
The whole point of semantic integration is to cleanse and integrate data by understanding 
the meaning of the elements, not just their syntax or patterns. An added benefit is that 
once the meaning of something is understood, it can be translated into other languages 
without “semantic loss.” Pattern-matching approaches are purely mechanical and operate 
without any knowledge of context. Consequently errors are so frequent as to render 
automatically translated information virtually useless.  
 
For example to translate “ball valve” we have to know whether this is two independent 
words or a single phrase. Independent translation of “ball” and “valve” is unlikely to yield a 
meaningful result. Similarly there is ambiguity in “charcoal burner” – is ‘charcoal” a 
material or a color? Semantic identification can resolve these issues and allow automated 
translation with high precision and relatively low cost. Looking at the problem from the 
other perspective – of receiving data in many languages and trying to correctly identify 
meaning – if semantic meaning can be derived for one language it is not difficult to adapt 
the system to understand many languages. 
 
Context is critically important. If a syntax-based system encounters a term it cannot 
understand, it will simply push the record out as an error, or apply some other pre-defined 
default. A semantics-based tool considers the context of the entire record. For example, a 
part may have entered the warehouse described as: 
 

Ducati 999 Silicone Hose Kit Blue 
 
The semantic tool might already understand the terms Ducati (a motorcycle brand) and 
999 (a model of Ducati) and that aftermarket and performance parts often include hose 
kits. If it were known that “silicone” and “blue” are valid modifiers for hose kits, then the 
system can accurately identify the full meaning of the phrase. It would then be capable of 
extracting these attributes and using them to accurately identify inventory, re-standardize 
or translate the description as required, even classify the item in one of several categories 
for reporting and aggregation purposes.  
 
If on the other hand it were not known in advance that “silicone” and “blue” are valid 
modifiers, the system would identify these unknown terms so that a human expert could 
“‘teach” it. Being a semantic system, it would only need to be taught once that “color” is a 
valid attribute (and that it is an attribute of the hose kit and not the motorcycle) and all 
other colors would be understood without further instruction. Semantic inference is a huge 
advantage when dealing with highly variable information. 

Discovery Semantics/Semantic Identification 
Whether or not your organization adopts a Service-Oriented Architecture is not really a 
question. The only question is when. Amidst the hoopla and hype about SOA what is lost 
in the discussion about which architecture and how to select the granularity of services 
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and what order should services be rolled out, is one glaring issue. How does each service 
maintain a common contextual understanding of the data it receives? This is where 
semantic identification comes in handy. 
 
Another important consideration is speed. Suppose an RFP is transmitted to you 
electronically, and in the list of items is: 
 

100,000 30ml plastic syringe w/cap  
 
Further suppose that your automated bidding system has only seconds to prepare a bid 
for this order, or that this is only one of 1000 items to be identified and bid on. By 
convention, these syringes are typically measured in cubic centimeters (cc’s), not 
milliliters. If your data integration system cannot figure out, in real-time, that 30ml is 
equivalent to 3cc, the deal is lost.  
 
When orders like this were faxed in, and a person would review the order before preparing 
a bid, this would not even be a problem, but with the automation of bid processes, at the 
speed needed, the common sense knowledge that was possessed by that person has to 
migrate to an embedded process. That process is semantic identification. 
 

PATTERN MATCHING vs. SEMANTIC MATCHING 
 
Pattern matching systems are extremely useful for certain kinds of tasks, such as name 
and address matching and merge/purge tasks. They typically parse records into pieces 
and pick up the pieces based on location in the record or certain keywords or standard 
formats, such as ZIP code or telephone number. They employ (sometimes huge) 
translation tables to normalize the values of the fields, but they still do not look at the entire 
record; translations happen at the attribute or field level. In other words, the translations 
are not contextual. In merge/purge processing, the modified records are sorted and then 
matching records (dupes) are purged. There are even algorithms for records that are close 
to matching as well as other very sophisticated algorithms to “guess” at statistical 
similarity. Despite the sophistication, however, the underlying technology is not semantic 
in nature – it does not operate on the meaning of things. 
 
For example, Mr. might be coded as Mr, mr., mr, Mister or mister. These can all be defined 
in a table and converted to Mr. There is a canonical form that can be checked. This is 
pattern matching. The process does not understand that Mr. means “a person who is 
gender male.” Likewise, Mrs., Mrs, mrs, etc, can be easily caught and converted to Mrs., 
but the meaning of Mrs. (A person who is gender female and is (or was) married)” is not 
part of the pattern. If there were other fields in the record that were gender-specific, such 
as use of “maiden” name, they could not be deduced in a pattern-matching system. A 
program may be applied with rules based on these tokens, but there is no lingering 
understanding when the program executes.  
 
An example can demonstrate the difference between syntax and semantics in rather 
dramatic fashion. Suppose orders for that Ducati hose kit came in like this: 
 

• Ducati 999 Silicone Hose Kit Blue  
• Blue Silicone Hose kit for Ducati 999  
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• Silicone Hose kit for 999 Ducati Blue  
• Hose Kit Blue Silicone Ducati 999  
• HseKtBlu-Si Ducati 999-12/98  

 
Even though each record means exactly the same thing, there are five distinct syntactic 
patterns. Because syntax-based technologies do not attempt to capture meaning, every 
variation has to be decoded (if possible). Changing the word order, or simply inserting a 
comma or dropping a space, creates a new syntax. Because attribute-rich descriptions 
have more exceptions than rules, interpreting them with a syntax-based tool is quite 
impractical.  
 
On the other hand, a semantic-based solution should (properly) recognize that these are 
all the same thing, with exactly the same meaning. The effect this can have on processes 
is profound – from website search to order management to inventory management to 
sourcing to business intelligence. The fundamental difference, then, between syntax-
based pattern matching and semantic discovery is the ability to leverage the information 
already present in the business. 
 
Imagine 100,000 items like this, or 100,000,000. How many “patterns” would there be? 
With attribute-rich information communicated in a world of weak standards and human-
readable description fields, the number would be overwhelming. This information was 
typically entered for humans to read, not computers, so to ‘externalize’ it and use it for 
parametric (attribute) search, item matching, de-duping and various forms of publishing, 
such as websites in multiple languages, is not an easy task. How do you automate…  
 

1. the normalization of that data (“disentangle” the identity of the item and its 
attributes), and  

2. the restructuring of that information into a useful form (or in reality, many 
useful forms, as required)? 

 
There is a huge variability in how this type of information is expressed. In a set of 100,000 
items, there could be easily 50,000 (50%) unique syntactic patterns, maybe more – but 
only a tiny fraction of these represent unique semantic meaning. If you can identify and 
extract the semantics efficiently then you can build a scalable process. Syntax-based 
approaches are not likely to be any better than manual review.  
 
Computers are a long way away from replicating the instinctive semantic understanding of 
the human mind, but solving this problem requires only the smallest fraction of that 
capacity. The next generation of semantic-based solutions are emerging and they promise 
a revolution in data comprehension and integration. Used carefully they can not only avoid 
unnecessary integration efforts, but by understanding data in previously non-
understandable formats and delivering that same data in previously unavailable formats 
there is an opportunity to apply these solutions for significant business advantage. 
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CONCLUSION 
 
Semantic technology, in the form of semantic integration and semantic identification, is the 
most promising prospect available today for dealing with massive data integration issues 
caused by externalization, SOA and the push-pull effect of Moore’s Law.  
 
In the foreseeable future, computers will not be able to think for themselves, but certain 
scalable models can simulate aspects of human intelligence. A carefully engineered 
tradeoff between human intervention and algorithmic processing can deliver tremendous 
results. In the end, it is only another step. Like poor Alice running to keep up with the Red 
Queen in Through the Looking Glass while the background ran with her, the march of 
technology defines us as much as we define it. Being on the lookout for solutions that can 
rise to today’s challenges is always a wise strategy.  
 
Semantic integration technology is already proving itself in large-scale, mission-critical 
functions where deeply ingrained “data issues” have been a business bottleneck for years. 
In these situations the transition from traditional pattern-based tools to a semantic-based 
tool has been eye-opening for business and technology users alike, and represents a 
significant competitive advantage. 
 
Keep semantic integration technology on your radar. Innovative companies like Silver 
Creek Systems are already shipping large-scale and effective solutions in this arena. The 
‘missing links’ of data integration are being forged, and they can have a major impact on IT 
initiatives, competitive advantage and your bottom line. 
 
 

# # # 


